
Case Study

Streamlining Patent Research With Natural 
Language Processing (NLP) Text Mining
How the Linguamatics NLP platform delivers cost-effective, accessible 
and high-performing patent mining capabilities at Pfizer

Situation                                             
For a research-based organization, reviewing biochemical 
patent literature provides a glimpse of what is possible. 
Enterprising academic, industrial and pharmaceutical 
researchers publish specific examples of their work and 
how their findings can be applied to treat human disease. 
When looking for drug targets, examining the patent 
literature is critical to understanding a target and how it 
can be drugged. However, patent filings provide several 
challenges: The language is often abstruse and legalese, 
and patent documents can run from several pages to 
several hundred pages, with complex tables, figures and 
back-referencing.

Manually identifying and analyzing patent filings 
is, therefore, an intensive and tedious process, yet 
the returns are immense. Indeed, the return from 

patent research is so great that Pfizer’s medical 
chemistry division spent years exploring ways to 
maximize them. In doing so, the team realized that 
both proprietary, subscription-based databases, and 
Pfizer’s own manually-curated patent databases, had 
serious limitations in terms of comprehensiveness, 
standardization, scalability, usability and compatibility, 
not to mention timeliness.

“To retrieve results for three indications required three 
chemists spending two weeks running the queries and 
reviewing the relevant patent records. A data analyst 
and a text mining expert had to spend an additional 
two weeks processing the results to formulate 
them into a cohesive, usable resource that could be 
visualized. So, in total, around 50 FTE days of effort 
were needed for these three indications,” explains 
Matthew Crawford, Senior Principal Scientist at Pfizer.

QUICK FACTS

Situation: Patent research is essential in offering pharma-biotech businesses those “what’s possible” 
moments that lead to new products. Pfizer had spent significant time and money streamlining 
patent research, but existing patent databases had serious limitations. NLP text mining with the 
Linguamatics NLP platform was already providing competitive advantages to the wider business. 
Could text mining help here too?

Solution: Pfizer developed a text mining trial using the Linguamatics platform to find patents relating 
to specific diseases. Its aim: To streamline the workflow for retrieving relevant patents. Genes 
targeted by proposed therapies, organizations submitting patents, overall “invention type” of patent 
and a relevancy score relating the indication to the patent, were all extracted and analyzed.

Success: The Linguamatics NLP platform delivered a greater than tenfold increase in the number of 
relevant patents found. Accuracy for gene target search was similar or better than that of manually-
curated databases. The number of full-time employees (FTEs) required to keep Pfizer’s patent 
information pipeline up-to-date was drastically reduced.



The time had come to look for a more comprehensive 
approach to identifying and analyzing relevant patent 
literature. As a long-term Linguamatics NLP platform 
user, Pfizer was already aware of the massive benefits 
of text mining. The company was confident that the 
platform’s natural language processing (NLP) text 
mining capabilities could overcome many of the 
existing issues relating to patent literature research— 
it just did not know by how much. 

Solution                                               
Pfizer licensed Linguamatics’ patent mining solution, 
and developed queries to search the 20 million full-text 
patents from the United States Patent and Trademark 
Office (USPTO), European Patent Organization (EPO) 
and World Intellectual Property Organization (WIPO). 
Their objective was to streamline the pipeline for 
retrieving relevant patents. The core information they 
required included:

1. the target of the patent, normalized to a public gene 
identifier;

2. the invention type of the patent (small molecule, 
biologic, diagnostic or delivery method); 

3. the organization that filed the patent; and

4. a relevance scoring for the queried indication.

Linguamatics’ patent offering is a cloud-based 
solution in which patents submitted to the EPO, 
USPTO and WIPO are indexed against a standardized 
set of vocabularies, including genes, diseases and 
organizations, as well as a number of natural-language 
entities, such as noun and verb phrases.

Working alongside Linguamatics experts, Pfizer 
developed the queries to extract the information 
needed. It then used the platform’s Web Services API 
(WSAPI) to set up an automated workflow pipeline to 
run the queries, extract the results, post-process for 
relevancy metrics and load the data into an internal 
database. The team provided easy access to the 
end users by deploying a web interface to facilitate 
data retrieval and analysis. Weekly alerts inform 
researchers of new patents and targets in recently 
published patents, and help them identify emerging 
trends.

Matthew Crawford said that, compared to a sample 
of standard search results, “the recall of the 
[Linguamatics NLP] process was at least ten times 
higher than the manually-curated process, calling into 
question how reliable the previous results were.”

Success                                                 
The Linguamatics NLP patent mining solution delivers 
high levels of recall and increased efficiency that 
are not possible using standard methods. The text 
mining platform’s agile and scalable nature helps 
Pfizer researchers to apply fine-grained control over 
query strategies, balancing recall and precision as 
appropriate. The overall outcome made it possible to 
split the workload of evaluating patents across the 
Pfizer teams, and to share and save the evaluation 
results for further use.

NLP PLATFORM PATENT MINING SCORES HIGHER 
ON COVERAGE AND RELEVANCE
As the early signs indicated, the NLP platform’s patent 
mining capabilities proved their worth.

• For one particular indication (atopic dermatitis), 
the manually-curated process returned 579 patent 
families, whereas the platform-generated process 
returned 7,982 patent families (14 times more) for the 
same three-year time span of publication dates.

“The results showed a greater than 
tenfold increase in the number 
of patents analyzed with target-
scoring accuracy approaching 
that of manually-curated patent 
databases. The integrated process 
drastically reduces the full-time 
employees required to keep us 
up-to-date on recent findings 
published in the patent literature.”
— Matthew Crawford, Senior Principal Scientist, 
Pfizer



• Manual inspection of these search results found 
that the accuracy of the target gene related to the 
indication was on par or better than the manually-
curated resources.

“Using the relevancy scoring for gene targets was very 
effective. High-scoring targets tended to be correct 

far more frequently than low-scoring targets. In other 
words, for some patents, the search might identify 
a particular gene as the target, but, due to a low 
relevancy score, the user would know that it may not 
be a reliable prediction and could prioritize whether to 
read that patent or not,” explains Matthew.

Figure 1: Pfizer’s Dashboard, Built To Extract Information Around Drug Targets, Indications, Organizations 
And Invention Types

Before this automated workflow, Pfizer’s process was mostly manual, and very time consuming. It had been using a combination of three hand-curated 
databases for this information. Recall with the Linguamatics NLP platform was 10 times greater compared to manual, with good precision; plus target 
relevance scores to help prioritization.
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THE NLP PLATFORM PROVIDES RAPID RETURN-ON-
INVESTMENT
Matthew Crawford said, “The integrated process 
drastically reduces the FTEs required to keep the 
organization up-to-date on recent findings published 
in the patent literature.”

The cost of a senior medicinal chemist spending two 
weeks dredging through patent queries, plus two more 
chemists working full time for two weeks for a small 
set of indications, is 50 FTE days. The wider benefits 

delivered, let alone costs saved in terms of patent 
mining FTO days, ensure rapid business return-on-
investment.

With the Linguamatics NLP patent mining solution, 
the Pfizer team dramatically increased the 
comprehensiveness of its patent mining pipeline 
results. In addition, the team was able to speed up its 
workflows, reduce costs, easily fine tune its queries, 
split the patent evaluation workload and keep track of 
shared results for future reference.
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