
This paper describes how the combination of the interactive information 
extraction system, I2E, with further analysis using Excel or using Cytoscape 
visualization provides a powerful approach for extracting knowledge from 
large sets of documents. Example applications include extraction of typical 
concentration and dosage information, trend analysis, and hypothesis 
generation. 

Introduction

“Text data mining” puts together information from multiple documents to create new knowledge. 
It is sometimes treated as synonymous with “text mining”, although text mining usually has 
a broader meaning which also includes finding information, which, although hidden within a 
large body of text, was already known by the author of the particular document. 

In this paper we show how we can provide on-the-fly text data mining by aggregating results 
from the I2E text mining system using two readily available technologies: network visualization 
and spreadsheet manipulation. Network visualization allows information extracted from multiple 
documents to be chained together, providing connections which would might previously have 
been unknown (c.f. Swanson’s undiscovered public knowledge [Swanson 1986]). This also 
fits with Hearst’s definition of “real text data mining” as providing nuggets of new information 
[Hearst 1999]. The second technique is the use of Excel spreadsheet manipulation to provide 
summarisation and charting of information gathered from multiple documents. This can provide 
trends which would not have been spotted by looking at documents individually.

In the first section we provide background on the technologies and why they are particularly 
appropriate. We then show how this has been used in several applications. 

Background

Linguamatics I2E System

I2E combines Natural Language Processing, Search Technology, and Taxonomies, providing 
an interactive experience similar to web search, but with the ability to output high quality 
relationships [Milward et al. 2005]. The system is highly scalable, allowing search over the 
whole of Medline or large sets of full text documents or patents, using large taxonomies with 
100s of thousands of concepts and synonyms. 

Typical searches range from co-occurrence within a document or a sentence, to very precise 
linguistically motivated patterns [Milward et al. 2006]. Queries can be for broad semantic 
classes such as genes, diseases, etc., finer-grained classes like kinases or cancers, or single 
concepts like RAF1 or NSCLC. Results can be output in a variety of formats, including formats 
suitable for Excel and Cytoscape.

I2E’s flexibility is particularly useful for text data mining where it may be necessary to adopt 
different approaches for different relationships. For example, sentence co-occurrence may be 
suitable for relating compounds and targets to achieve maximum recall, but precise linguistic 
patterns may be required for gene-gene relationships to achieve necessary precision.

Cytoscape Visualizer

Cytoscape is “an open source bioinformatics software platform for visualizing molecular 
interaction networks and integrating these interactions with gene expression profiles and 
other state data.” [CytoscapeHome]. Initially made public in 2002, it has become one of the 
most widely used visualizers in the life sciences. Despite being created to address the needs of 
scientists interested in gene interactions, its use of open standards and a plug-in architecture 
means that it has many practical applications, allowing the visualization of any type of network 
around arbitrary nodes and edges. Cytoscape has a number of layout options which can be 
used to cluster nodes together which are in similar relationships. The system also allows users 
to customize the look of nodes and edges to easily distinguish different types of entity e.g. 
genes, chemicals, or diseases.

Excel

Although often associated with spreadsheets of financial data, Excel is one of the most widely 
used tools for manipulating structured data, and is often used in preference to a database 
when the amount of data is not too large. Excel pivot tables are particularly useful when 
summarising a set of results, allowing results to be displayed according to one or more key 
fields. Excel also incorporates a variety of 2D and 3D charts, allowing fast summarisation of 
data.

Example Applications using I2E and Cytoscape

Pathways

I2E can be used to extract individual gene-gene interactions from a corpus of documents, and 
these can then be combined to provide a network of interactions. The approach is similar to 
that taken in the Suiseki system [Blaschke and Valencia, 2001]

In this particular case study we validated the technique by reconstructing part of the MAPK 
pathway. The patterns looked for phosphorylation relations involving RAF1 or MAPK1. The 
results were exported to the Cytoscape visualizer, using HUGO identifiers for the genes and 
a standardized form for the relationship “phosphorylate”. The results are presented using 
the “Organic” layout option. We can immediately see that there is an indirect relationship via 
MAP2K1. We have therefore been able to reconstruct part of the pathway using the fact, “RAF1 
phosphorylates MAP2K1” found in one set of documents, and the fact “MAP2K1 phosphorylates 
MAPK1” which was found in other documents.

Drug Mechanisms of Action

The technique described above can be generalized to allow different types of entity: disease, 
drug compound, etc. and different types of relationships: inhibition, activation, association, etc. 
to be mapped onto a single network. This then allows the user to start finding links between 
items that would not ordinarily be able to be identified. One example of this is to hypothesize 
mechanisms of action linking drugs and diseases, via intermediate genes. This is very similar 
to Swanson’s proposal [Swanson 1986] to use literature to hypothesize causes of disease. 

The following figure shows potential mechanisms linking cyclosporine to its effect on psoriasis 
through target genes. In this diagram we have distinguished drugs, proteins and diseases by 
using different shapes and colours.

Unlike Swanson and Smalheiser [1997] where connections are created through word 
occurrences, here the connections are established through relations involving the same 
concepts, using HUGO identifiers for genes, and standardized names for drugs and diseases. 
Different stages in a mechanism may therefore be found in different documents, with the 
linking concept possibly being described using different synonyms.

Example Applications using I2E and Excel

Dosages 

Instances of drugs and numerical data such as dosages or concentrations 
can be extracted using the I2E system. This requires relatively restrictive 
patterns since a sentence will often mention more than one dosage or 
compound. The results can be summarized using a pivot table in Excel, 
allowing inspection to see what are the most common dosages, and what 
might be outliers. 

Trends 

Trend information may involve a combination of meta-data e.g. the publication year of an 
article, with information found within the text e.g. particular compounds being used to treat a 
particular disease. In the example here we looked at drugs being used to treat psoriasis over 
a 50 year period.

Validation

I2E is widely used in the pharmaceutical industry, and Excel tends to be the most common 
output format used for I2E results. The integration with visualization is relatively recent, but 
this has already been used to successfully find commercially sensitive mechanisms of action 
between drugs and diseases. The I2E System itself has been evaluated against traditional 
search methods for finding nuclear receptor cofactors [Milward et al. 2005], and for finding 
mutations associated with cancer and protein-protein interactions [Milward et al. 2006]

Conclusions

This paper has shown how the combination of the commercial text mining software I2E with 
Cytoscape and Excel provides a very flexible approach to text data mining, with applications 
ranging from trend analysis to mechanisms of action. 
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