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IQVIA Virtual NLP Summit 2021
In another year where live events weren’t possible, our clients and peers came together to network, learn about new
use cases and grow their natural language processing (NLP) understanding at our Virtual NLP Summit. We hosted
over 500 attendees and 15 talks over 3 days. A huge thank you to all who took part.

What was it?

Why attend?

The IQVIA Virtual NLP Summit was a series of virtual presentations that took

The summit provided opportunities to learn about NLP, with unprecedented

place in April 2021, and brought together business users who shared their

access to IQVIA NLP experts; hear real life use cases from customers—no matter

real world use cases, projects and successes. NLP experts discussed the latest

where attendees were based; and network with peers and discuss their challenges

product information and technology updates, to help attendees understand the

in breakout sessions. This exciting event attracted speakers and attendees

opportunities and benefits of NLP.

from top pharma companies, the FDA, and leading healthcare and technology

The event included networking opportunities, interactive polls and breakout
sessions, as well as opportunities to “ask an expert.” There were also some brand
new training opportunities open to all current users of IQVIA NLP.

Who was it for?
The summit was open to anyone working in pharma and biotech, hospitals and

organizations. Most of the presentations are now available on demand.

What’s in this guide?
This booklet summarizes many of the presentations from the summit, and each
one is accompanied by an illustration produced in real time that provides a visual
synopsis of the topics covered.

healthcare providers, integrated delivery networks, payers and organizations
looking to partner with IQVIA to add NLP to their existing offerings.
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The power of words: Enable the voice of the patient, transform
hidden knowledge
John Brimacombe is General Manager of IQVIA NLP. He welcomed participants to the 2021 NLP Virtual Summit
and previewed presentations on the three important voices that natural language processing (NLP) can learn from
(science, clinician, patient), and the three components of the IQVIA NLP platform (Core, Insights Hub, Data Factory).
John set the scene by discussing the three critical voices being listened to with

Launched in 2020, the NLP Insights Hub is scientist-facing, with intuitive dashboards

the IQVIA NLP platform, starting with the voice of science, where 80% of scientific

and self-service query and question answering. These features put the integration

content is unstructured. This is where the NLP platform can increasingly augment

and analytical power of the underlying NLP engine in the hands of the scientist

the search capabilities of the scientist, allowing them to maximize the value of the

researcher to open data silos that reveal the value of in-house and public data.

existing scientific record.

The newest component is the NLP Data Factory. This uses the NLP engine to

The voice of the clinician is heard in the unstructured electronic medical record

operationalize the transformation of unstructured data at scale, and to embed

(EMR) notes. NLP can take the unstructured elements of these clinical notes and

NLP within workflows to drive downstream value. The NLP Data Factory bundles

fill in the elements missing from a structured record to give a complete 360° view

other components required for end-to-end document transformation alongside

of the patient, to directly impact clinical research and the patient care journey.

the core AMP workflow. This provides integrated optical character recognition

The increasingly important voice of the patient is found in unstructured sources
such as social media, patient forums, patient-reported outcomes, call center notes
and telemedicine. NLP is extremely good at analyzing these sources to extract
social determinants of health, which are crucial in getting a holistic view of a
patient to determine the optimum care.
Switching to the IQVIA NLP platform, John previewed more detailed presentations to
follow on its three components. The NLP Core is continually maintained and updated,
and is the flexible, expert-facing tool for directly interacting with large volumes of
unstructured content to extract and utilize the maximum scientific, clinical meaning.
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(OCR), tight-coupled machine learning models, and pre- and post-transformations
of the process, documents and data to deliver an overall transformational
extraction as a single unit of computing.

“We’re delighted at this Summit to present to you all

the work that we’re doing to drive forward the Core
NLP platform, but now to take the NLP platform and
to operationalize it at scale through the NLP Insights
Hub and the NLP Data Factory.”

To watch a recording of this presentation, please visit: https://bit.ly/3E28IGe
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Driving value from historical clinical trial protocols with NLP
Stephen Hart, an IT service delivery manager at Novartis, described working with Linguamatics NLP to successfully
release information locked in clinical trial protocols to aid secondary analysis and new hypothesis generation.
Clinical trials protocol documents contain a mass of potentially valuable

items were connected to a known ontology. These iterations and QC resulted in

information, which is largely inaccessible because the documents are not digitized

90% accuracy in the digitization process.

or easily searchable. The intent of the project was to digitize 20 years’ worth
of Novartis protocol documents, and to create a set of structured files and a
searchable core repository. Meta information and tags would be added to speed
searching, and to create the possibility of mining and using the historical data to
find new signals and apply other analyses. There was also the desire to use the
data to plan new trials from a patient-centric point of view that would be more
targeted, more efficient, and have a better chance of success.
Stephen outlined the main phases of the project as planning, execution, and data
and integration. Planning involved vendor selection (with Linguamatics being
selected); sorting out document access, curation and sharing; and agreeing
a working model. The execution phase included retrieving the documents
from multiple document management systems, and defining ontologies and
dictionaries, document structures and exchange formats. The team spent several
iterations to get these right. They decided to keep all the text in each document,
and to add tags that would allow normalization and generalization.
The data and integration stage saw the digitization of the retrieved documents,
conversion to XML and data extraction. As batches of protocols were digitized,
new items such as new titles or sections were found, which required iterations
to extend the ontologies. Quality Control (QC) was built in to ensure that all new
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Known items extracted from structured text were called “Data Products.” Entity
extraction involved locating and extracting unknown items using Linguamatics
NLP tools. Entities and information extracted from the digitized protocols included
the protocol metadata, assessment table and dashboard, mapping to general
biomedical concepts, trial design domains and mapping to Case Report Form pages.
The final stage was making all the extracted information accessible and searchable
for further use by Novartis staff, and this work is ongoing. Displaying the extracted
information in knowledge graphs simplifies navigating the data and is being used
now, as are Python and other software, for enhanced visualization. The aim is to
use the data to build new and better trials, joining the protocol information with
other operational execution information to plan and predict better studies.

“The good thing is a lot of the primary initial work that

we did is really pretty strong. We have a processing
pipeline. Now processing protocol documents
themselves is a very, very simple process. We can do
hundreds, thousands of documents in a couple of days,
because of a lot of the groundwork we’ve put in place.”

iqvia.com | 7

Cutting-edge commercial NLP technologies
David Milward is Senior Director for NLP Technology at IQVIA, and he discussed recent evolutions in the Core NLP
platform, including the increasing importance of machine learning (ML) in a pragmatic hybrid approach that also
includes regular expressions and linguistic rules.
David’s presentation focused on the first of the three IQVIA NLP pillars: Core,

query editing to allow users to collaborate on queries; document groups that

Insights Hub and Data Factory. He described the overall continual process of

allow searching for e.g. information about a patient that is distributed across a set

improvement, explained how to improve NLP results by the appropriate choice of

of records; and a new resource-bundling capability to simplify passing queries and

method, and concluded with a review of recent new platform features and resources.

other resources across to AMP workflows for data factory use cases. Documents

The NLP pipeline allows a mix of methods, including linguistic patterns, regular
expression and ML components. IQVIA uses a pragmatic, hybrid approach, with
more ML over time as methods improve and evaluation justifies their use. With
real data, accuracy of NLP is largely dependent on seeing plenty of representative

can now be saved with results, and there is an improved class-below search
capability for class searching. Finally, there have been many improvements to
resources, including to ontologies, queries, patent classes, multilingual resources
and the data sources.

data during the training stage. Where gold standards are small, results with ML
have been disappointing. David compared two approaches to this issue: Datadriven, using the unique combination of NLP and search provided by the IQVIA
NLP system; and pre-training, using ML models on unlabeled data.
He then assessed how best to choose a rule-based, hybrid or ML approach,
discussing the optimum method for different applications (classification,
anonymization, document similarity, extraction), components (person names,
organizations, dates, measurements) and deployments (large-scale, enterprise
vs. software as a service/small-scale enterprise). He highlighted the strengths of
each, with real world examples.
David concluded by outlining recent improvements to the IQVIA NLP platform
and resources, and the benefits they deliver for customers. These include shared
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“We’re incorporating new approaches as justified

into the platform, and a good choice of technology
or technology mix for particular tasks will give good
results. We’re continuing to develop the Core NLP
platform and its features. As an example, we’re
developing a human review tool for curation and gold
standard creation—and we’re very interested in any
customer requirements for this.”

To watch a recording of this presentation, please visit: https://bit.ly/3yUIIZC
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Text mining in regulatory review: Opportunities in pediatric
cancer
Rebecca Racz is a Pharmacologist in the Division of Applied Regulatory Science at the FDA. She described how IQVIA
NLP is being used to identify molecular targets relevant to pediatric cancer and other NLP applications at the FDA.
Rebecca explained how the Research to Accelerate Cures and Equity (or RACE) for

clinical trials, and 26 were already in a clinical trial. These new targets will be further

Children Act, has mandated that new oncology drugs submitted to the FDA now

investigated for possible inclusion in an updated targets list.

have to be researched in children based on the drug’s molecular target, rather
than on the previous pediatrically relevant indication. This required the FDA to
establish and maintain the pediatric molecular target list, which currently contains
201 entries comprising gene families and >300 individual genes that must meet
seven criteria for inclusion. The target list was created and updated manually, and
the FDA wanted a more reproducible and efficient NLP-based update mechanism.
The FDA developed NLP queries using 50 genes from the target list to identify rules
and validate queries. The validation query returned 44 out of 50 test genes, and a
test query over 100 curated abstracts gave 71% sensitivity, 93% specificity and 90%
precision. Applying the query across all of MEDLINE® found 653 new molecular
targets, of which 72% were associated with pediatric cancer. The top 100 candidate
targets were predominantly transcription factors and cytoplasmic enzymes. Some
25 had direct evidence of drugability, 5 were being investigated as drug targets in
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The FDA is using the NLP query in regulatory review of submitted initial pediatric
study planners (iPSPs), to identify literature that can support a target’s relevance
in pediatric cancer and to promote more pediatric cancer studies. The FDA is also
developing NLP queries for cancer relevant function, and non-clinical evidence,
which is difficult to extract from MEDLINE® abstracts, but is abundant in the full text.
Rebecca discussed future directions, including continued query extension,
integration with other databases (e.g. UniProt) in automated workflows, and
development of a scoring function for new targets in collaboration with Harvard
University. She concluded with a brief description of other uses of NLP in FDA, such
as adverse event and drug–drug interaction identification using FDA product labels,
and prioritizing FDA Adverse Event Reporting System cases for review.
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IQVIA NLP Data Factory: Enterprise-scale NLP made easy
Paul Milligan is Product Strategy Director, IQVIA NLP, and he described the features, benefits and power of the
IQVIA NLP Data Factory with examples from three case studies.
Paul provided a detailed overview of the IQVIA NLP Data Factory, one of three

componentization and added connectors to allow pre- and post-processing such as

core NLP offerings from IQVIA—the others being IQVIA interactive extraction (i2e)

optical character recognition (OCR), web services and machine learning (ML) tools.

and IQVIA NLP Insights Hub. The Data Factory was created to address customer
needs for an NLP capability that can process huge volumes of disparate data at
scale, with controlled costs and transparent, non-black-box processing. Current
customers also wanted to get increased use and value from their current IQVIA
NLP tools and platforms.

Paul gave a live demonstration of the NLP Data Factory extracting Social
Determinants of Health (SDoH) at scale from a wide range of data sources, and he
concluded with overviews of three case studies: an insurance company was able
to process 8 million documents per hour and automatically extract 500+ features;
a collaborative healthcare IT project processed 500,000 documents per hour

The NLP Data Factory is built on established products and platforms packaged for

and extracted 30 features; and a pharma company used the NLP Data Factory to

convenient deployment and use. Its four main attributes are:

process voice-of-the-customer data. An NLP workflow was developed to tag and

1. applicability across huge volumes of data

enrich verbatim product queries and provide clean data to feed an ML classifier,
which helped identify new and emerging signals and insights.

2. scalability to meet production needs
3. easy integration with customers’ data sources
4. in-house and out-of-the-box data extractors and transformers.
Scalability is provided by building on the AMP Orchestration engine, and using
expandable cloud or on-premise deployments. Integration is facilitated with
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“The fact that the NLP Data Factory wasn’t a black

box—and that the team could show us what was
going on inside the machine—made a difference.”

To watch a recording of this presentation, please visit: https://bit.ly/2Xc96RK
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Empowering scientific, medical and business users with selfservice NLP
Hywel Evans is Director, NLP Insights Hub at IQVIA. He described the rationale for developing the Insights Hub, and
how it can help teams get higher value from their unstructured data sources.
Hywel discussed the NLP Insights Hub, which is the third pillar of the IQVIA NLP

Hywel gave a quick demonstration of the web-based NLP Insights Hub. He showed

offering (along with Core NLP and the NLP Data Factory). The intent of the NLP

the ease of asking a question and exploring answers through a variety of simple-

Insights Hub is to provide intuitive self-service capabilities that allow scientific

to-navigate views, web forms and tables, with active filtering, drill-down to source

and business users to get value from NLP-derived information without needing

documents and export of results to Microsoft Excel.

to create their own NLP processes. Using Insights Hub, users can find what they
need across sources, surface insights and spark innovation. The Insights Hub
was developed to address the clear customer need for better and faster access
to internal and external data, spread across multiple silos, and in disparate and
inconsistent formats.
The Insights Hub takes unstructured and structured data from these sources,

Hywel concluded by showing how NLP Insights Hub addresses key market issues
and needs: Non-scalable manual effort is still needed to get answers; rich content
is locked in unstructured text across silos; and teams lack a complete view of
external factors. NLP Insights Hub delivers faster insights aligned with customer
workflows, a single point of contact with consistent approaches, and better quality
and breadth of insights.

codifies the main knowledge and expertise, and applies it to the unstructured
data to generate outputs that give users the answers they need. The answers are
provided by powerful yet easy-to-use search functionality, or via dashboards and
visualizations. NLP Insights Hub users can drill down to underlying documents
and sources, and can be kept informed and stay current with system-generated
alerts. They can also take advantage of previously developed queries that can be
incorporated into the Hub.
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“The NLP Insights Hub can deliver 10x–1000x time

savings, reduce information systems logins by 50%+,
and increase healthcare data review capacity by
>150x.”

To watch a recording of this presentation, please visit: https://bit.ly/3C2oYoH
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Unlocking high-value study variables from clinical texts to
support clinical and translational research
Danielle Mowery, chief research information officer for Penn Medicine, discussed how they extract and leverage
study variables from clinical and other notes—relating to genes, patients and populations—using Linguamatics NLP.
Danielle described three use cases including genotype–phenotype association

Finally, Penn Medicine is part of the Consortium for Clinical Characterization of

studies, clinical trial recruitment and COVID-19 epidemiological studies. The first

COVID-19 by EHR (or 4CE), which provides new insights into the clinical course of

case is investigating if single nucleotide polymorphism genetic changes can predict

COVID-19 derived from EHR data. Penn used i2b2 databases to run harmonized

progression-free and overall survival in lung cancer outcomes. Initial groundwork

queries across their COVID-19 ontologies. However, the i2b2 database only

linked and unified disparate data sources such as clinical data from an electronic

contains structured clinical data from the EDW and symptoms are often under-

data warehouse (EDW), curated data sets from cancer registries and from Flatiron,

coded, so the team is looking to Linguamatics NLP to enrich the data with

and genomic data from the Penn Medicine BioBank. It was then necessary to

unstructured symptoms from EHR notes such as discharge summaries, triage

extract descriptions of cancer outcomes and clinical assertions from radiology

notes and emergency department reports. Many concepts are missing lexical

exam notes, particularly chest CT exams, and the team is developing Linguamatics

variants or synonyms, so Penn developed its own set of synonyms related to

NLP pipelines to extract mentions of lung cancer outcomes, and to derive stages

COVID-19 terms. Next, Penn will update its Linguamatics NLP ontology with the

of progression-free and overall survival outcomes. Ongoing work is benchmarking

new derived terms, and experiment with functionality to expand the vocabulary

Linguamatics queries against a gold standard with high sensitivity, to be followed

and to use it in discovery and extraction across various note types.

by validating queries on a test set and operationalizing them at scale.
The second case is facilitating patient recruitment for clinical trials by easing patient
identification, using structured and unstructured data from electronic health records
(EHRs) to increase the yield of appropriate trial candidates. A proof of concept was to
streamline patient recruitment into heart failure with preserved ejection fracture
(HFpEF) clinical trials. Using Linguamatics to process visit notes and extract symptoms
of heart failure (e.g. dyspnea, shortness of breath, leg swelling, edema) enriches
the cohort and increases the recruitment yield. Development of HFpEF symptom
extractors will enhance the pipeline and improve the ability to support clinical trials.
16 | IQVIA Virtual NLP Summit 2021

“Although we’re in early stages for many of these

studies, we are excited to leverage the Linguamatics
infrastructure to support these use cases and many
more this year. Please look forward to our resulting
manuscripts and our press releases as we make
progress on these very exciting research fronts.”
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Deliver meaningful value from healthcare data
Calum Yacoubian is Associate Director of Healthcare Strategy for NLP at IQVIA, and he discussed the challenges of
healthcare data and the importance of NLP in unlocking the information within the unstructured data. He described
four NLP case studies across the key healthcare segments—providers, payers/insurers, vendors and life science.
Calum set the scene by stressing the challenges of healthcare data: It is huge

write queries for 500 features that were buried in the textual data of these claims.

(a typical hospital generates 50 petabytes of data per year); messy (80% is

These features are now extracted from the documents in an automated pipeline

unstructured); disparate (an average health system has 18 electronic medical

that processes 8 million documents per hour.

record or EMR systems); and under-utilized (97% of the data is never re-used).
He reminded participants of the importance of hearing three main voices in
healthcare—patients, clinicians and science—and elaborated how NLP can help
extract valuable insights from unstructured data in EMRs to complete patient
profiles, by detecting and adding social determinants to aid in patient stratification.
NLP data extraction and analysis is applicable in all facets of healthcare, including
providers, payers/insurers, vendors and life science. Calum illustrated this with
overviews of four case studies, some of which are detailed in other sessions.

In the third example, a clinical documentation improvement company wanted
to embed NLP technology in an existing workflow to provide scalability, and to
automatically extract complex medical conditions and findings to augment their
clinician reviewers’ efforts, with full transparency. The customer wrote their
own queries and could process 500,000 documents per hour. This enables the
customer to grow its business and establish an advantage over its competitors.
The final ongoing use case is looking at applying NLP in real world research and
real world evidence. This pharmaceutical company is seeking to understand the

The importance of Social Determinants of Health (SDoH) has grown, especially

reasoning behind complex treatment decisions being made in the real world. To

during the COVID-19 pandemic, and an academic medical center study showed

do this, NLP is being deployed against data from EMRs in this large international

that NLP could be trained to quickly extract the SDoH “social isolation” from

multicenter (and multilingual) clinical study. The intent is that the NLP pipeline will

prostate cancer patients’ clinical notes with 90% accuracy. By identifying this

look for these reasons and normalize them across all the sites, and provide new

type of information, healthcare providers can more proactively monitor these

insights into why one treatment decision was made over another. This can then

at-risk patients, putting more targeted resources into ensuring they receive the

lead to improved guidance and patient outcomes.

care they need. In the next case, an insurer used the NLP Data Factory to extract

“The NLP Data Factory is driving our predictive models
and decision-making on a daily basis.”

information from claims to feed existing downstream risk and underwriting
algorithms. The configurable NLP Data Factory enabled this customer to easily
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To watch a recording of this presentation, please visit: https://bit.ly/3jZk5Xp
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What you didn’t know: NLP for real world studies
Edmund Drage is a Senior Principal in Life Science Strategy at IQVIA, and he described how IQVIA is evolving from
applying NLP to free text and unstructured data held locally behind institutional firewalls, to an additional approach
that generates more nuanced insights from real world data at scale.
Edmund started by stressing the importance of hearing all the voices involved in a

can also expose more about the social determinants of health (SDoH), such as a

patient’s journey—the patient themselves, the treating clinician and the scientific

patient’s housing situation, heating, the role of employment (or lack of) and the

rationale—and from all relevant sources, including electronic medical records (EMRs)

patient’s family members.

and social media. Typically, healthcare organizations have captured and processed
this information with NLP tools internally, behind their own firewall. This clearly
works well on a per-site basis, but it requires trained staff to manually assess and
extract structured data into an electronic case report form (ECRF). This approach
becomes untenable and unscalable for any international multicenter study.

Edmund outlined the prerequisites needed for this type of approach—clear
purpose, alignment, patient consent, ethics approval, security and storage
polices—and then gave an example of a large multi-country treatment-pattern
study in the heart failure space, to understand the interrelated reasons for
prescribing patterns in this large and complex chronic population. This real

Edmund then described IQVIA’s new model, where sites provide unstructured

world study involves thousands of patients, in more than 150 centers across 11

data on consented patients directly into the ECRF, with that data centralized in a

countries, with NLP processing eight different languages, and this international

secure IQVIA NLP environment. Data can then be processed from hundreds of

reach and scalability is only possible using IQVIA’s new methodology.

centers in a single instance of the IQVIA technology and provided to the study

“We think there’s real merit and value in this type of

database. This generates a high degree of consistency as text is turned into
structured data, and provides much more flexibility to abstract valuable insights,
especially when a more nuanced interpretation of unstructured data is required.
Edmund gave examples where unexpected findings or subtle nuances were
revealed by NLP analysis from several stages on the patient journey, including
pre-diagnosis symptomology, real world treatment decision-making, side effects,
disease severity through treatment and patient-reported outcomes. This analysis
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[NLP] approach, and we are growing the number of
studies incorporating this technology all the time.
We look forward to achieving more great examples
of scientific value and scientific insight using this
technology in this type of context.”

To watch a recording of this presentation, please visit: https://bit.ly/3z2ZwxD
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Transforming real world caution into real world confidence
Sarah Alwardt is Vice President of Operations at Ontada, and she presented a broad overview of the importance
and increasing impact of using physician-guided NLP to help transform the fight against cancer.
Sarah began by explaining how an oncologist in the 1970s would keep abreast of

a fast and technical way with physician guidance. There is also the opportunity

the latest treatment for lung cancer (chemotherapy)—by reading one key paper

to use all the available patient data, to mine that data through NLP, artificial

on cisplatin. Fast forward to today, and lung cancer is now regarded as more than

intelligence and machine learning, and make sure that new targets, new protocols

15 different diseases, most being treated by immune therapy and immunotherapy,

and predictive models, and potential companion diagnostics are all identified—

guided by genomic markers and advanced next generation sequencing. This

with actionable insights delivered in real (or near real) time.

requires today’s oncologist to become familiar with 30-page pdfs that outline the
testing for an individual patient’s tumor and treatment recommendations.

Sarah concluded by describing the patient journey from diagnosis and staging,
treatment decision-making, therapy initiation, maintenance and disease progression,

In addition to this vast increase in treatment options and information, the

second lines of therapy, therapy continuation, adverse events and complications,

oncological health ecosystem itself is now a rapidly expanding landscape. Multi-

and even ultimate survivorship. This journey provides an interesting collection of

faceted agreements between pharma, payers and physicians continue to grow,

structured, unstructured, electronic health record and claims data that must be

and add to the mass of complex data from which value can be extracted.

brought together using physician-guided NLP in a way that makes sense for clients

Sarah noted that because so much of a patient population is treated in the
community, ensuring patients get data-driven insights in collaboration with
physicians is crucial, so patients receive the best care there is. Deriving and
delivering these real world insights from real world data requires tapping into
every available data source to identify those patients quickly and in real time, and
this is going to take “more than just people looking at charts.”
Sarah was enthusiastic about how the intersection with technology such as
Linguamatics NLP can ensure advanced data and analytics that will lead to new
trial designs and reinventing how clinical trials are conducted in oncology, but in
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and for physicians—and in a way that physicians have the data in near real time, and
researchers have the data to accelerate the development of new medicines.

“We believe that we can transform the way cancer care is
delivered through people, through a strong investment
in technology, and bringing an ecosystem together for
data that benefits patients in the development of lifechanging and life-saving medications.”

To watch a recording of this presentation, please visit: https://bit.ly/3jYPYzq

iqvia.com | 23

Our text mining journey with Linguamatics—a collaboration story
Solmaz Gabery Adams is a self-titled Supplier Success Manager at Novo Nordisk, and she described how their use
of Linguamatics’ text mining services has evolved to allow them to offer more proactive services to their clients. She
also offered pointers on how to maximize collaboration efficiency.
Novo Nordisk has a well-established Global Information and Analysis (GLIA)

and clients to approach with questions, to being able to push text mining services

department with a team of information scientists who extract information from

out to the organization in a much more proactive manner. In one example, access

external sources and deliver analytical and intelligence services across the

to Linguamatics’ entire extract, transform and load (ETL) process substantially

organization. One particular area of interest is providing critical insights to early

boosted productivity in creating the popular Early Scientific Intelligence Service

scientific and early discovery researchers. Novo Nordisk has used Linguamatics’

weekly ESI newsletters, where 42 multi-queries across seven therapeutic areas are

text mining services for over ten years, as part of a mix of internal and external IT,

run on eight external data sources.

programming and consultancy resources.

Solmaz concluded by offering pointers on how to best facilitate a collaboration with

The role of GLIA is to serve the entire organization with external information across

an external company like Linguamatics. She stressed the importance of agreeing

the whole pharmaceutical value chain. GLIA’s traditional approach to its clients

mutual expectations, frequent check-ins, flexibility in both collaborators, trusting

was somewhat reactive: It ensured that users knew what information sources were

the skills and expertise of the partner, and keeping things simple wherever possible.

accessible, which could be text mined, and what type of tools and analytical services

“A huge help here from Linguamatics has been the

were available—and they waited for clients to approach with queries. Only then
would they use text mining opportunities and tools to provide the insights to them.
A few years ago, Novo Nordisk decided to expand from its current on-premise
IT infrastructure to add on demand, externally hosted services such as indexing
on demand and administration of data pipelines feeding into external systems.
Having mixed and complementary internal and external sets of resources allowed
GLIA to ramp up its text mining services, and it went from waiting for customers
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entire ETL process, extracting and normalizing data
for us [as part of] indexing-as-a-service that we use
frequently. For us, this has meant an extreme raise in
productivity, because there was no chance for us to
be able to do this on our own.”
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Value from bench to bedside: Developments and key application
areas for NLP in pharma
Jane Reed is Director, Life Sciences, Linguamatics NLP at IQVIA; she reviewed the challenges that NLP can address at
every stage of the pharma pipeline and described case studies showing the use of Core NLP, NLP Insights Hub and
NLP Data Factory.
Jane concluded the IQVIA Virtual NLP Summit with a discussion of the challenges

In the second case, a top-10 pharma medical affairs team used an NLP Insights

faced by pharma in accessing the landscape of data needed for good decision

Hub to understand the health economics and epidemiology of infectious diseases

support, and the importance of capturing information from unstructured sources.

across China. The Insights Hub gave the team access to NLP-extracted information

She showed how NLP can address these challenges throughout the drug life

from English and Chinese sources, via a search portal, dashboards and a range of

cycle—from bench to bedside—with compelling case studies.

queries, and removed the need for tedious manual scanning.

Jane reiterated the decision-support challenges across the enterprise caused

In the final case, NLP Data Factory helped a top-50 pharma regulatory affairs

by data silos, fragmented and inconsistent technology, and the variety, volume

department automate extraction of Identification of Medical Products (IDMP)

and velocity of data in structured, semi-structured and unstructured internal

data attributes from Summary of Product Characteristics regulatory documents

and external sources. Crisp decision-making is hampered when 60–73% of

at enterprise scale. The IDMP values were fed into the regulatory master data

enterprise data is unused, and 80% of relevant healthcare information is buried

management system with a very good level of accuracy.

in unstructured text. These challenges are now being addressed with advanced

“Use technology platforms that take advantage of

analytics such as NLP.
Jane presented three pharma use cases, using IQVIA’s three NLP pillars: Core,
Data Factory and Insights Hub. The first case illustrated hands-on Core NLP use by
IQVIA experts to help a top-10 pharma company looking for potential indication
expansion for over-the-counter pain medications. The team used NLP to screen 30
million MEDLINE® abstracts for the drugs of interest and analyzed extracted data
features using machine learning (ML) models. This enabled them to rank a suite of
novel claims and provide a commercial strategy.
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NLP and AI/ML technologies to provide an effective
solution for your noisy, disparate, internal and
external data sources… giving the experts in your
teams the tools to do their jobs more effectively.
They are then analyzing and thinking about data,
not spending time finding and cleaning it.”

To watch a recording of this presentation, please visit: https://bit.ly/3jXUHkJ
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Using NLP to find adverse events and create cases during safety
case processing
Updesh Dosanjh is Practice Leader, Safety Technology Solutions at IQVIA. He explained how NLP can and should be
used around safety, and what benefits it can deliver.
Updesh set the scene by describing IQVIA’s network of more than 7,500 skilled

on data entry, quality control (QC) and retraining as rules change. A review of

safety technology, consulting, quality and operational experts, providing cost-

100,000 cases in their database found that over 80% of source documents were

effective and global time-zone coverage across over 25 hubs. IQVIA’s safety

extracted incorrectly, even after manual QC, and that more than 50% of cases had

consulting practice can scope and enhance a client’s operational efficiencies and is

significant data consistency errors between extracted fields. Applying NLP saved

based on a platform of technologies created by safety professionals with hands-

the client 60% of a full-time equivalent (FTE) in data extraction, allowing staff to be

on operational safety expertise.

allocated to more productive activities; made 70% time savings in case creation;

The view of safety is expanding and now encompasses a broader view of data

and produced a 47% increase in quality.

capture, data processing and data use. A major problem in taking this holistic view
of safety is that much of the time (often >50% for many clients) is spent in manual
collation, manipulation and extraction of data from one format to another. With
increasing data volumes and complexity, traditional manual models of identifying
adverse events, data extraction and case creation are no longer sufficient, and this
is where NLP has a major role to play. IQVIA NLP can be applied throughout the
safety information supply chain. In addition to intelligent, accurate and consistent
data extraction at scale, NLP can provide informative safety context that “vanilla”
tools might miss.
Updesh concluded with a case study demonstrating one client’s tangible benefits
from using NLP. With manual methods, more than 45% of analysts’ time was spent
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“NLP changed this client’s data analysis so that it

moved from a manual, sometimes consistent process
to an automated, always consistent process… So they
could reduce costs, save time, improve quality, and
think about changing processes and improving their
way of doing data analysis.”

To watch a recording of this presentation, please visit: https://bit.ly/2X9fAQZ
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Extraction and validation of biomarker testing data from lab reports
Michael Ayars, Senior Data Scientist at IntrinsiQ Specialty Solutions, described using optical character recognition (OCR)
and NLP tools to extract and structure the biomarker testing history of lung cancer patients from scanned lab reports.
Precision medicine has rapidly multiplied resources available to clinicians in

format. Even with fully readable text, content issues needed resolution, as there

biomarker testing, with a growing demand for real world data (RWD) to improve

were many format variations between reports, so correct assignment of headers

patient outcomes. Much of this data is confined to scanned documents that have

and sections, and limiting analysis to results sections, was important.

required costly and time-consuming manual extraction. Advances in OCR and
NLP offer the opportunity to automatically extract this data. Michael described a
study using these tools to extract and structure the biomarker testing history of
non-small cell lung cancer (NSCLC) patients from scanned lab reports, discussed
challenges to be overcome, and solutions achieved.

In the NLP phase, Michael stressed the importance of making Linguamatics queries as
flexible as possible to hit multiple patterns with a single query: This condenses results
reported in different ways into the same columns, into the same table. Sometimes
post-processing rules were needed to resolve more complex situations. The extracted
data was validated by comparing the data extracted by Linguamatics NLP with

While there is an “ocean” of biomarker testing data in these lab reports, it is largely

that extracted by manual review for a random subset of patients. For single target

in unstructured text, and extraction is hampered by variance and redundancy. The

assays, the mean concordance is 87% and the median is 90%. For next-generation

project obtained the complete medical charts for 500 patients with advanced lung

sequencing (NGS) there is a drop-off, with the mean and median concordance at

cancer and extracted the unstructured texts from all the documents using OCR.

74% (as NGS reports are significantly more complicated than a single target assay).

Then Linguamatics NLP queries extracted the data from the unstructured texts.

Michael’s conclusion was the biomarker testing data can be automatically extracted

Finally, post-processing methods normalized and deduplicated the results in Python.

from primary reports using cutting-edge OCR and NLP tools. However, challenges

The most common OCR challenge is poor scan quality, which can result from
the source document having been copied, faxed, recopied and rescanned. This
can render documents effectively unreadable. Then there is white text on a gray
background or other variants that particularly affect headers and section dividers,
so that sometimes OCR omits them completely. The last issue is branched or
nested tables, as most OCR tools are oblivious to columns, boxes, tables or any
other organization system. Some of these issues were overcome by locating the
same information elsewhere within a document presented in a different, parsable
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remain in capturing poorly scanned documents and covering the diverse formatting
variations in these lab reports.

“[By] developing new queries for better accuracy, broader
coverage and increasing automation, it is our hope that
by increasing access to this data that has historically
been unreachable, we can help clinicians improve
testing decisions and lead to better patient care.”

To watch a recording of this presentation, please visit: https://bit.ly/3z3Xygm
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Identification of valvular heart disease in a large, integrated
delivery system
Matthew Solomon is a general cardiologist and physician-researcher at Kaiser Permanente. He described a study using
Linguamatics NLP to identify patients with valvular heart disease from semi-structured echocardiography reports.
Systematic case identification is critical to improving population health, but

iteratively revised in the development set until both positive and negative

widely used diagnosis code-based approaches for conditions like valvular heart

predicted values reached a minimum of 95%, and this was repeated for all 16 AS

disease (VHD) are inaccurate and lack specificity. Aortic stenosis (AS) is one of

variables. A multi-step data extraction and indexing workflow was created and

most common types of VHD, but identifying patients with AS via diagnostic codes

then applied to 993,665 KPNC echocardiograms collected over ten years.

is problematic, and leads to under-treatment and inconsistent follow-up regimes.
Matthew detailed the use of Linguamatics NLP to identify AS cases and associated
parameters from semi-structured echocardiography reports, and to compare its
accuracy to administrative diagnosis codes.
There are no large-scale registries of valvular heart disease patients. The

KPNC plans to use this extracted corpus of information to examine the natural
history of AS in patients and to develop predictors of adverse outcomes and
disease progression. The NLP algorithms could be used to identify AS patients in
real time for population management to standardize care. This approach will also
be expanded to other heart disease conditions.

echocardiogram reports are largely unstructured text with inconsistent content,
but they contain valuable AS variables and quantitative measures of disease
severity that are important for patient identification. Kaiser Permanente Northern
California (KPNC) is a large integrated healthcare system with a collection of
>900,000 adult echocardiography reports, and it chose to use NLP to extract some
16 defined AS variables and severity measures from these reports.
A gold standard was created from 1,003 physician-adjudicated echocardiogram
reports with 100 positive and 100 negative echo reports for AS, with a
development set and multiple validation sets. These were used to create and
refine NLP queries, including variation by dates and locations of studies, and
to filter out irrelevant and non-echo reports. Tests were run and queries were
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“We found that validated NLP algorithms were

substantially more accurate than diagnosis codes
for identifying AS, and provided richer clinical detail
on ascertained cases. Leveraging machine learningbased approaches on unstructured EHR data can
facilitate more effective individual and population
management than using administrative data alone.”

To watch a recording of this presentation, please visit: https://bit.ly/2XaVmGw
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